Intelligent and Adaptive Systems Explained

Written by Dr Giles Oatley BSc (Hons), Msc(Dist), PhD

1.3.1 ARTIFICIAL INTELLIGENCE BACKGROUND

Artificial Intelligence (AI) is a branch of computer science that investigates and demonstrates the potential for intelligent behaviour in digital computer systems. Replicating human problem solving competence in a machine has been a long-standing goal of AI research, and there are three main branches of AI, designed to emulate human perception, learning, and evolution. Appendix A provides an introduction to the AI algorithms that are discussed throughout this report, namely: rule-based, model-based, and case-based reasoning, neural networks, decision trees, genetic algorithms, fuzzy logic, knowledge management, intelligent tutoring systems.
1.3.2 DATA MINING, BUSINESS PROBLEMS AND PATTERNS

Data mining involves proactively finding knowledge, or business executable models, in otherwise unused data. The data mining process is much more proactive than using simple SQL-based reporting or OLAP (on-line analytic processing) tools – see Figure 1. 
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This process of data mining is usually an iterative cycle of examining data, cleaning it, appending it with additional information, applying algorithms etc – see Figure 2.
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For instance for the following business objectives it could be possible to discover the signs of these behaviors in the data that has been accumulated, and also be able to classify future people or events accordingly:

· Marketing 
- who’s likely to buy? 

· Forecasts 
- what demand will we have?

· Loyalty 
- who’s likely to defect?

· Credit 
- which were the profitable loans?

· Fraud 
- when did it occur?

There exist many business problems however these can be subsumed under fewer types of “pattern”:

· Classification       
e.g. classify customers into : high profit/ loss; or churn/ loyal

· Prediction 

e.g. forecast future electricity load

· Segmentation 
e.g. find groups of similar customers

· Association 
e.g. which products are bought together
· Sequence 

e.g. after marriage, people buy insurance
Fortunately among the artificial intelligence tool-bag are algorithms that can perform classification, prediction, segmentation, association, and sequencing.
1.3.4 BUSINESS PROBLEMS AND DATA MINING SOLUTIONS

There are many artificial intelligence techniques or algorithms that can be used for data mining. Different business problems require the detection of different ‘patterns’ and so dictate the use of one or more different techniques – see Table 1. The most important of these are now discussed in more detail related to website data mining goals.
Data analysis (Pattern)
Technology
Goal

Association
Visualisation, web diagrams, decision tree rule induction (e.g. 1ID3)
Discover product and consumer relations

Clustering
Self-organising map
Discover cross-selling opportunities

Segmentation
Kohonen networks,  Rule induction, 2CHAID, 3CART
Discover key market segments

Classification
Neural network, case-based reasoning, rule induction
Predict propensity to purchase

Optimisation
Genetic algorithm
Maximise overall website design

Mapping
Geographic Information System
View purchasing patterns

Prediction
Rule induction, neural networks, case-based reasoning
Maximise website presentation and selling of products

Sequence
Moving averages, rates of change, case-based reasoning
Maximise website presentation and selling of products

Integration

Combine clustering, segmentation, and classification to gain an overview
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Clustering (association and sequencing)

The Self-organising map (SOM), also known as a Kohonen neural network, is useful for first exploratory analysis of the data, to search for discrete clusters in the data. A k-nearest neighbour statistical algorithm can also be used to accomplish the same type of task. The purpose for doing this type of clustering analysis on website data is to discover associations between visitor attributes, such as gender or age and the number of sales they make or the total amount of purchases they have made at the site. The SOM network constructs spatial clusters of data – it is an unsupervised learning method because the network is not instructed or provided a desired output. The partitioned statistically significant clusters can then be evaluated, for instance by using an algorithm which describes the data further by descriptive rules, or a decision tree generator can then be run on these clusters. This clustering type of analysis is an ideal approach to take when exploring for associations between products and transactional and demographic information. 

Segmentation

Website visitors can be segmented into distinct sub-populations. Machine learning and statistical algorithms such as C5.0, ID3, CART, or CHAID, can be used to generate a graphical decision tree. A decision tree is a method of segmenting a data set on the basis of a desired output, such as the total number of purchases made by visitors. For example, a decision tree can be generated in order to explore the differences in the number of sales by such factors as the customers income.

Classification and prediction

It is possible to model the behaviour of website visitors and assign a predictive score to them. This is accomplished by data mining the patterns of priorly observed behaviour.  For example, credit card fraud detection neural network systems look at historical patterns of fraudulent schemes in order to detect new ones among thousands and even millions of daily transactions. You may like to know whether a new visitor to your website is going to make a high number of purchases or spend a large amount of money. Using a neural network it is possible to train a model to recognise and predict the expected purchases for each website customer. To construct a predictive model you need a sample of customer sessions of both profitable and unprofitable customers. In this instance a neural network is being trained to recognise the features and actions of profitable customers, what they look like, where they come from, how they search, how long they stay, and more importantly, what they are likely to purchase. A neural network can also be used to predict other factors, such as which ads and banners visitors are likely to click through or how many purchases a visitor is likely to make. One way an electronic retailer can use a predictive model is to score all new visitors on their propensity to purchase its products or services. Having daily scored all its new visitors it can next prioritise by scores these ‘potential buyers’ and make specific offers via e-mail, starting of course with those with the highest profitability of becoming loyal customers based on their characteristics.
Optimisation

Genetic algorithms can be used for the overall design of a ‘store’. Some retailers use both neural networks and genetic algorithms to assist the design of storefronts, how they arrange the shelves, how they position their products, and how they manage their entire inventory. These can also be used to evaluate the consumption patterns of customers in order to maximise the efficiency of how and what inventory is delivered in order to minimize their overhead. Similar to the optimisation problem of physical storefronts, websites can also benefit from the deployment of genetic algorithms to assist them in the overall design of their products and services in their virtual stores. For example, what banners or offers and incentives should be paired up for each of your various product lines. What is the most revenue-effective sequence to arrange your pages. Which offers tend to maximise clickthroughs or ad views, or what product combinations tend to be optimised for improved sales. A powerful application of genetic algorithms is in the area of retailing, specifically for the optimisation of product shelf display size and location. The same is with large e-commerce websites – there are lots of products and changing and diverse demographics of store shoppers, each requiring a detailed and accurate reorganisation of unique products for each store.
Visualisation

A data mining analysis using a machine learning algorithm, which generates a decision tree, can offer an insightful view of the website customer database. Various other plots of segmented data can be produced.

There exist many tool boxes commercially available offering many machine learning algorithms – a comprehensive list can be obtained from:

http://www.act.cmis.csiro.au/gjw/dataminer/catalogue.ps. 

Included in this postscript document are the numerous neural network, statistical, case-based reasoning etc, packages which are available as separate items if it is known which specific algorithms are desired. For instance, commonly used in the Centre for Adaptive Systems at the University of Sunderland are the Trajan neural network package, the Sugal genetic algorithm package, bespoke decision tree code, the MATLAB Toolkits for statistical functions, and so on.

There are many important issues to consider regarding tool evaluation, such as the data formats it accepts, how it handles noise, the performance of its algorithms, its memory management, and so on. An underestimated problem is scalability of the tool. As a website and its log files and forms database get larger, a tool’s performance should improve accordingly. The number of interactions among variables and amount of nonlinearity of parameters also contribute to the scalability of complexity. As the patterns become more subtle among the noise, the need for accuracy rises. It is important to evaluate what kind of parallellism the tool supports. Does the tool support a symmetric multiprocessing system (SMP) or massively parallel processing system (MPP). Technical factors affecting scalability include database size, model complexity, performance monitoring and tuning, as well as effective model validation. The issue of scalability in a data mining tool is how well it takes advantage of hardware design, including parallel algorithms and their direct access to parallel DBMSs. A high end data mining tool needs to be able to run on a scalable hardware platform.

--------------------------

Illustration of the use of case-based reasoning and XML for web-based similarity querying (see Figure 4) and assistants for electronic commerce. The facility of case-based reasoning to provide suggestions imprecise queries has not yet been exploited to any great extent on the Internet at present. Such systems have the potential to provide selling suggestions to clients as a shop assistant might, based on the particular needs of a client. It is the role of the shop assistant to translate a generic description given by a customer into a real item on the shelf. CBR systems are currently implemented on the web as thin client applications. Most use HTTP forms to submit query data to a server on which a CBR engine resides. Cases on the server side are stored in a variety of proprietary formats. Users submit generalised descriptions of their problem and the server returns specific cases whose descriptors best match the original submission.
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APPENDEXES

A.1 ALGORITHMS

Each artificial intelligence (AI) algorithm has various strengths with respect to the following criteria:

· Uncertainty handling

· Robustness
· Representation power
· Explanation
· Generalisation
· Discovery
A.1.1 ‘EXPERT SYSTEMS’ AND RULE-BASED REASONING

The earliest AI programs were based on knowledge extracted from a domain expert in the form of rules, the so-called ‘expert systems’. Figures 5 and 6 show example rules from expert systems designed for vibration analysis of complex rotating machinery. The format is the same in each case, the preconditions of the rule (1. & 2.) which need to be satisfied before the the conclusion part of the rule is ‘fired’ (3.). The inference mechanisms of rules can be controlled in many ways, and various forms of uncertainty can also be incorporated (Dempster-Shafer theory, fuzzy set theory, probability theory, certainty factors), with more or less elequance of formality and robustness. 
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Limitations of the compiled rule paradigm (rule-based systems) tend to be lacking in coverage, clarity, flexibility, and cost-effective extendibility, and have difficulty in capturing ‘deep’ knowledge of the problem domain. Further, the context in which a new problem is solved is not considered in relation to the context for the original knowledge acquisition. However in many situations this approach can produce very effective solutions.

A.1.2 MODEL-BASED REASONING

The emphasis of the model-based reasoning (MBR) approach is also on compiled knowledge, and models are developed in many forms, for instance Bayesian belief networks and Finite Element models. Model-based reasoning is designed for domains in which phenomena are sufficiently well understood that they can be represented in a formal language, using the notions of the structure, behaviour, function or teleology of the device to be diagnosed in order to detect faults from an observed symptom.
The MBR approach is not without problems, including:

· the diagnostic process is partly one of abduction – abductive reasoning is, in general, NP-hard, making any model-based approach theoretically intractable;

· multiple faults are hard to detect; and,

· constructing device models that simulate either correct or faulty (or both) behaviours is difficult and expensive and development constraints often result in them being incomplete or inconsistent.
A.1.3 DECISION TREES

Induced decision trees are an extensively-researched solution to classification tasks. A decision tree can be used to classify a query (or test) case as follows. Given a query q to classify, a tree is traversed along a path from its root to a leaf node, whose class label is assigned to q. Each internal node contains a test that determines which of its subtrees is traversed for q. A test typically evaluates a feature used to describe cases, or a (e.g., Boolean or linear) combination of features. For example in Figure 7, the test in the root node of the tree assesses the value of the feature age, and each of the children of that node represents cases with a different value of age. Each path from the root to a leaf represents a rule for inferring class membership. For example from Figure 7 we can derive:

if (age > 60) && (bloodpressure == normal) then give_drugc


For many practical tasks, the trees produced by tree-generation algorithms are not comprehensible to users due to their size and complexity, and there exist many tree simplification algorithms.

A.1.4 CASE-BASED REASONING

Case-based reasoning (CBR) is a recent approach to problem solving in Artificial Intelligence (AI) research.  It's an AI technique that places emphasis on the use of previous experiences to solve problems - a case based reasoner solves new problems by adapting solutions that were used to solve old problems.
Case-based problem solving can be employed where similar problems have similar solutions. Similarity is considered as an a priori criterion to approximate the a posteriori criterion of usefulness, or utility. Case-based problem solving  (Figure 8) involves:
(1.) Generating a case base;

(2.) Retrieving the most similar case(s) to the query case from the case base;

(3.) Calculating the similarity between the retrieved case and the query case; 

(4.) Reusing or adapting the information and knowledge in the retrieved case to solve the query case;

(5.) Revising the proposed solution, according to the implemented result; and, 

(6.) Retaining the parts of this experience likely to be useful for future problem solving.



In fact, all CBR methods can be seen as operations related to similarity, in one sense or another. Problem-solving can be described as a process of initial assessment of similarity (case retrieval) followed by a more deliberate assessment of similarity (case adaptation), and learning (case extraction, case indexing, and possibly updates of general knowledge). Retrieval and adaptation methods should try to minimise the difference between the hypothesised similarity measure and the actual similarity determined after the attempt has been made to use the case. 

The two types of knowledge indicated in Figure 8 are general domain-dependent knowledge, which supports the CBR processes (to a greater or lesser degree), and the specific domain knowledge embodied by the cases. The role of general domain knowledge could be viewed as a means to reduce the difference between the initial similarity assessment and the real similarity (according to an expert). The degree of general domain knowledge then supports the matching of cases, adaptation of solutions, and learning from an experience. These methods may be based on an apparent, syntactic similarity only, or guided and supported by a deep model of general domain knowledge. For example in medical diagnosis a model of anatomy together with a causal relationships between pathological and other physiological states may constitute the general knowledge used by a CBR system. 

CBR can be used for classification, diagnosis, decision support, design, planning, customer support etc. Very useful applications of CBR are in ‘help-desk’ applications, or where similarity-based retrieval of information is important; consider the holiday shopper dialog:
Q: ‘Find me a holiday in Florida for £300’, 

A: ‘I haven't got that but I have the Algarve for £200..’
or:
Q: ‘Find me pension scheme like this..’

A.1.5 NEURAL NETWORKS

Artificial neural networks (ANNs) are biologically inspired structures of computational elements called neurons. Figure 9 shows a single neuron which receives an input value which is thresholded by some function, in this case a sigmoid function. Network functionality determined by the overall architecture and the type of neurons employed. 


Figure 10 shows several neurons connected together. Between each two neurons a weight exists which is altered throughout the ‘training’ period. Initial predictions are random (random weights). The network learns by propagating the prediction error backwards through the net, to modify the weights (back propagation). 


A model is constructed from the data – because of the architecture employed the model can be non-linear instead of normal linear classifiers. Figure 11 shows a network with four input features which have a complex non-linear relationship to the output variable. Whatever the relationship is, given enough training examples, or previously classified cases, the network will model the best mapping function. In this figure the predicted value of 93 given the current state of network weights is in error by a value of 38 – this would be then back propagated through the network to alter the weights to minimise this error. 


ANNs can be used for association/classification (diagnosis), or regression (prediction). Problems include the requirement for neural networks of sufficient training data, which increases as the dimensionality of the input vector increases – the ‘curse of dimensionality’. More general problems with neural and statistical systems are that they are not intuitive for end users to understand the reasoning process, and learning new classifications is expensive when faced with a factor that was not present in the original training set.

A.1.6 GENETIC ALGORITHMS

Genetic or evolutionary algorithms are inspired by natural ‘evolution’. These techniques use genetic-like operators to “enhance the genetic material” with simulated evolution. Genetic algorithms simulate evolution of a population of solutions, requiring that the fittest survive. A problem is represented in a coded form or a ‘chromosome’. A population of possible solutions is created. To start with in the population there are better or worse chromosomes, but somewhere in the population there exists the optimum representation – this is what will be ‘searched’ for through the simulated evolution. To do so there is some objective function against which the ‘fitness’ of a solution (chromosome) is measured. There also exist certain operators that can swap, or alter in different ways the values for an individual chromosome, ensuring that even if the best solution was not in the original population, that it is possible that it will emerge within the population. Figure 12 illustrates this process.



A.1.7 FUZZY LOGIC

Fuzzy Logic is a formalism to represent linguistic vagueness. A fuzzy set is characterised by a Fuzzy Membership Function (MF) which can be considered as the degree to which an object or event may be classified as something. For instance an apple may be considered to belong to the member set of ‘round objects’ to the degree of 0.8, a pear to the degree of 0.6, and a banana to the degree of 0.1. Fuzzy and neurofuzzy (a combination with neural networks) systems methodologies can naturally process both numerical data and linguistic information. Figure 13 illustrates a standard architecture where ‘crisp inputs’ (apple, pear, and banana shapes) are ‘fuzzified’ (to the degree to which they belong to the set of round objects. Previously apples, pears and bananas could not be compared, but now this is possible. The input facts are used to draw inferences by means of a rule-base, and the results are ‘de-fuzzified’ back into the original format.


A.1.8 INTELLIGENT TUTORING SYSTEMS

Intelligent Tutoring Systems (ITS’s) try to model different levels of communication and adapt to the choices of the human user. While not traditionally associated with artificial intelligence, it is included here as many newer systems use a very ‘knowledge-based’ approach incorporating rules, cases or models and the requisite reasoning modes. 

The principle design problems relate to how to define the knowledge that the system is supposed to teach and how to design a system that manages the interaction or relationship between student and computer so that the primary task can be achieved more quickly. Intelligent tutoring Systems are knowledge-based systems which shift the focus from knowledge transfer to knowledge communication, by enabling the student to actively participate in the instruction process, individualised according to the student's knowledge, learning capabilities and preferences. 


Figure 14 shows the interaction between various components of a ‘traditional’ form of ITS. Aside from the knowledge that is to be taught (tutorial rules), there exists a model of the student. The student model is updated through the student succeeding or failing to learn the tutorial – success or failure can be measured against a simulated ‘expert’s’ solutions. The whole process is controlled by a set of diagnostic rules that overlay the other components. While there exists much useful information in the literature, and many successful applications, there exist problems in the general methodology. Traditional ITS designers have attempted to provide tutoring facilities that try to satisfy all of the student, teacher, curriculum and institutional needs, which has always proved an immense task. Some researchers argue that human tutors virtually never provide the sort of explicit diagnosis of student misconceptions that is sought to be provided in a traditional ITS. The problem is not that approaches are lacking to ITS pedagogy for diverse instructional domains. The problem is that what is lacking is both an empirical basis for the selection of the best instructional approach for the domain in question and the methods for which to implement these approaches on a large scale.

A.1.9 KNOWLEDGE MANAGEMENT, XML AND CBR

Knowledge Management is a fast developing discipline, and while not really traditionally associated with artificial intelligence, is included here because of the link with case-based reasoning. Also, the only area of this discipline covered is in relation to the newly developed technology of XML. 

XML is an extensible mark up language, a meta-language, that has been designed to facilitate the traffic of complex hierarchical data structures over network protocols. Several XML applications have already been produced for the exchange of data particular to specific disciplines and industries. For instance, The Open Trading Protocol (OTP) has been developed for retail trade over the web by the OTP Consortium, an interest group for internet commerce.

Once an XML document has been parsed with its DTD (document type definition), any XML compliant application can “understand” the semantics of the data contained within. Thus data can be represented and exchanged independent of the software at either end of transmission. Jon Bosak, Sun's Online Information Technology Architect and Chair of the W3C XML Working Group views XML as a technology complementary to the platform independent philosophy of the Java language, extending the computing potential of the latter particularly in the scenario of distributed client side processing and web agents
Assistants for electronic commerce

The facility of case-based reasoning to provide suggestions to imprecise queries has not yet been exploited to any great extent on the Internet. Such systems have the potential to provide selling suggestions to clients as a shop assistant might, based on the particular needs of a client. It is the role of the shop assistant to translate a generic description given by a customer into a real item on the shelf.
CBR systems are currently implemented on the web as thin client applications. Most use HTTP forms to submit query data to a server on which a CBR engine resides. Cases on the server side are stored in a variety of proprietary formats. Users submit generalised descriptions of their problem and the server returns specific cases whose descriptors best match the original submission.
Case-Representation in XML

A flat feature-value representation language in XML is now described that could be used by all CBR systems that exchange information across an Internet or Intranet. Future versions can be developed as object-oriented so that more complex cases can be represented. A case-base marked up in this way consists of two main files - one describing the structure of a case in this domain, the other containing the cases themselves. A third file, the DTD, is used for the case structure file.  The first file (CaseStruct.xml) contains information about the features in the case-base - their type constraints, weights etc. Three different types are shown below.

CaseStruct.xml

<?XML version="1.0"?>

<!DOCTYPE domaindef SYSTEM "CaseStruct.dtd">

...

<slotdef name = "JourneyCode">


<type a_kind_of="integer"/>

</slotdef>

<slotdef name = "Holiday">


<type a_kind_of="symbol">


 <range><enumeration>Arbitrary Active Adventure Bathing City 

Diving Education Language Recreation Skiing Shopping Surfing Wandering

              </enumeration>

       </range>

      </type>

</slotdef>

<slotdef name = "Duration">


<type a_kind_of="integer">


 <range>

                 <interval><start value="1"/>

                           <finish value="56"/>

                 </interval>

       </range>

      </type>

</slotdef>

...

</domaindef>

In essence, a DTD allows you to define the tags to be used in your language.  In the DTD you also indicate the permitted contents of each tag (either character data, or another nested tag), and its allowed attributes. An XML document for which there is a DTD, and which conforms to that DTD, is termed "valid".  A partial DTD for the <slotdef>, <type> and <enumeration> tags is given below (taken from CaseStruct.dtd).

CaseStruct.dtd

:

<!ELEMENT slotdef (type, weight?, constraint?)> 

<!ATTLIST slotdef name ID #REQUIRED>           

<!ELEMENT type (range?)> 

<!ATTLIST type a_kind_of (integer|symbol|ordered_symbol|string|real) "symbol">

:

<!ELEMENT enumeration (#PCDATA)>

:


CaseBase.xml
<?XML VERSION="1.0"?>

<!DOCTYPE cases [<!ELEMENT cases (casedef+)>



  <!ELEMENT casedef (attributes, solution)>



  <!ATTLIST casedef casename ID #REQUIRED>



  <!ELEMENT features (attribute+)>



  <!ELEMENT feature (#PCDATA)>



  <!ATTLIST feature name CDATA #REQUIRED>



  <!ELEMENT solution (#PCDATA)>

]>

<cases>

<casedef casename="n1">

<features>


<feature name="JourneyCode">1</feature>


<feature name="HolidayType">Bathing</feature>


<feature name="Price">2498</feature>


<feature name="NumberOfPersons">2</feature>


<feature name="Region">Egypt</feature>


<feature name="Transportation">Plane</feature>


<feature name="Duration">14</feature>


<feature name="Season">April</feature>


<feature name="Accommodation">TwoStars</feature>

</features>

<solution>Hotel White House, Egypt</solution>

</casedef>

...

</cases>
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IF bearing type is SLEEVE


AND Vibration Spectrum is complex


AND Vibration change is rapid


AND Frequency = 2xRPM


AND High axial vibration is YES


AND Both bearings is NO


THEN Problem is cocked bearing








(3.)





Figure 5. Example vibration analysis rule.








(IF	 (?ROTOR IS IN CLASS TURBINE.ROTORS)


	(THE SUPPORTS OF ?BEARING IS (A HAS.PART OF ?ROTOR))


	(?BEARING IS IN CLASS JOURNALS)


	(THE VIBRATION.ORDER.1.VECTOR.CHANGE OF ?BEARING IS VARIABLE)


	(THE ECCENTRICITY.ORDER.1.AMPLITUDE.CHANGE OF ?ROTOR IS SUBSTANTIAL.INCREASE)


	(THE VIBRATION.ORDER.2.AMPLITUDE.CHANGE OF ?BEARING IS SMALL.INCREASE)


	(THE VIBRATION.ORDER.3.AMPLITUDE.CHANGE OF ?BEARING IS SMALL.INCREASE)


	(THE ECCENTRICITY.ORDER.2.AMPLITUDE.CHANGE OF ?ROTOR IS SIGNIFICANT.INCREASE)


	(THE ECCENTRICITY.ORDER.3.AMPLITUDE.CHANGE OF ?ROTOR IS SIGNIFICANT.INCREASE)


THEN


	(THE MAJOR.FAULT.GROUP OF TURBINE.GENERATOR.UNIT IS RADIAL.RUB)


	(ADD(THE FAULTY.ROTOR OF TURBINE.GENERATOR.UNIT IS ?ROTOR))





(1.)





(2.)





(3.)





Figure 6. Example turbine generator rule 





Figure 12. A population of possible solutions are created as an initial population. These are then subject to various genetic operators such as replication, recombination and mutation, and the fitness of each solution is measured against an objective function.





Figure 7. Which drug should we use?





Figure 9. A single neuron receives an input multiplied by the weight for that connection, applies some function, and generates an output. Depending on the difference between the desired output and the actual output, the error is propagated back through the network to adjust the weight for that connection, so that through the learning process the weights learn a model of the desired function which maps inputs to outputs.





Figure 10. A neural network consists of different layers of neurons connected together, the first layer representing the input features, and the output layer representing the desired class values.





Figure 11. Learning a neural network to predict a person’s weight based upon their age, sex, build and height.





Figure 8.  CBR problem solving. A case base is generated, and a problem is described as a query case to be solved by the CBR system. Cases are retrieved and through similarity assessment and adaptation a solution is proposed (the ‘solved case’). This solution is assessed resulting in a ‘tested/repaired’ case, and the newly ‘learned case’ is added to the case base. Cases are specific knowledge, and the stages of this ‘CBR cycle’ are supported to a greater or lesser degree by general domain knowledge (dashed arrows). 





Figure 1. Data mining versus OLAP and Query/Reporting





Figure 2. The data mining process





Table 1. The right technology for the pattern. 1ID3  - Interactive Dichotomiser (machine learning algorithm). 2CHAID – CHI-sqaured automatic interaction detection. 3CART – Classification and Regression Tree.








Figure 4. CBR over the internet using XML case/query representation.





Figure 13. Fuzzy rule base architecture with pre- and post-processing of input and output values.





Figure 14. Intelligent Tutoring System architecture.
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